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Thank you very much Scott, I really appreciate that nice introduction.  I am very pleased to be here in Colorado Springs today to speak to such a distinguished gathering.  Despite having done three different tours in various telecommunications policy and regulatory positions in Washington, DC, I have always maintained my permanent home here in Colorado.  For that reason, I feel entitled to extend my own personal welcome to you and express my wish that you are enjoying your stay in our beautiful state.


When Scott first approached me about the possibility of presenting a keynote address at the conference, I struggled for some time to find a topic that might be of interest to you.  After a fair amount of cogitation, I decided to speak to you on a topic that – as an engineer and telecommunications policy-maker or advisor -- has been bothering me for several years.  I should warn you that because of the nature of my topic, I have decided to depart from the now almost standard format of a PowerPoint presentation and, instead, speak to you directly from my notes.


The topic I have chosen relates to the challenges of network design in an increasingly complex, deregulated, competitive telecommunications market.  More specifically, I would like to talk to you about network architectures.  Although I hardly need to formally define that term for this audience, Federal Standard FS-1037C defines a network architecture as the design principles, physical configuration, functional organization, operational procedures, and data formats used as the basis for the design, construction, modification and operation of a communications network.  Note that a network architecture is not a detailed design.  Rather, as the definition suggests, it is the set of specifications or framework – the broad outline of the network -- within which the detailed design is carried out.


As systems engineers, we are well aware of the importance of that architecture in determining the technical and economic performance of a given network.  But the choice of a particular architecture for a public network has implications that stretch far beyond its internal technical and cost performance.  For example, not only does the choice impact on the overall cost/performance delivered to the public, it can also influence the ability of different firms to compete using the network as a platform and thereby significantly influence the pace of innovation.


Of course, one has to look no further than the Internet to find an example of how the choice of an architecture can have broad and profound impacts on society.  While a bit of the bloom is off the Internet rose, so to speak, there is no question that the Internet has had – and is having – an enormous effect on our personal, social, economic and political lives.  As a society, we generally believe that those effects are positive as exemplified by our concerns about the digital divide – ensuring that all of our citizens have access to this increasingly powerful tool.  

Once again, in front of this audience, I hardly need to recite the interrelated notions of openness, modularity and protocol layering, and the concept of “end-to-end” that define the Internet architecture.  With an architecture built upon open and not closed or proprietary standards and with the intelligence and hence ability to create applications residing in user devices at the edge of the network, the Internet – in contrast to the closed, proprietary data networks that preceded it – facilitated, rather than hindered, the development of revolutionary new services such as the Worldwide Web.  It empowered developers ranging from teenagers working in basements to computer scientists working in the best equipped laboratories.  It not only created a powerful platform for innovation but also a platform for the wider creation, distribution and consumption of information content as well – a powerful concept indeed.  In short, the architecture of the Internet promotes not only our Nation’s competitive policy goals but free speech goals as well.  It – the Internet -- clearly demonstrates the broader impact of a particular choice of a network architecture.

My own interest in the broader public policy implications of network architectures stretches all the way back to the Federal Communications Commission’s Computer Inquiries starting in the 1960s.  But it began in earnest with the Commission’s efforts in Computer Inquiry III to influence the design of the incumbent local exchange carriers’ networks to reflect Open Network Architecture principles.  Those proceedings, in the mid- to late-1980s and lapping over into the early 1990s, largely focused on the architecture of the public switched telephone network – the PSTN.  Those efforts to “open up” the existing monopoly local exchange network largely failed but that is a story for another day.  

Towards the latter part of this period, I was following the development of the Internet and I was generally aware of the basic technical advantages of packet switching and statistical multiplexing in the Internet versus the circuit switching and time division multiplexing of the PSTN.  However – and I am now somewhat embarrassed to say – that it was not until the publication of the National Academy of Science report entitled “The Unpredictable Certainty” in 1996 that I really began to appreciate the power of the Internet architecture as I just described it.  

I was also influenced by the paper entitled “The Rise of the Stupid Network” by David Isenberg which was released in roughly this same time period and by Kevin Werbach’s paper “The Digital Tornado.”  Only then did I fully appreciate the importance of the Commission’s earlier attempts to influence network architectures in Computer Inquiry III and the importance of the network architecture choices being made by the early designers of the Internet protocols.

More fundamentally perhaps, while I was well aware that policy and regulation influences network architectures, I was just beginning to appreciate that – as someone put it about that time – “architecture is policy.”  It was also at about this time that I returned for my second tour of duty at the FCC as Chief Technologist and then Chief of the Office of Engineering and Technology under then Chairman Bill Kennard.  

What really drove home this idea of architecture as policy – for me anyway – was the publication of Professor Lawrence Lessig’s book Codes and Other Laws of Cyberspace in 1999.  I had heard Professor Lessig speak on several occasions – including at the FCC – and I began to more fully comprehend the idea that just as law – legal codes, markets, and social norms exercise control over individuals – so do network architectures, broadly defined.  Network architectures truly are becoming increasingly important component of public policy.

With this background and at this point – about half-way through my remarks, I could focus on some specific issues involving network architectures – again broadly defined – that have recently been before the Commission.  However, rather than focus on specific issues such as Internet Service Provider (ISP) access to cable systems (“cable open access”) or Competitive Local Exchange Carrier (CLEC) access to the unbundled network elements (UNEs) of the incumbent local exchange carriers (ILECs), I would like, instead, to focus the balance of my remarks on a somewhat broader issue.  

Having established – hopefully at least – the importance of architecture as a component of national policy, I would like to focus on the adequacy of existing institutional arrangements and processes for choosing such architectures.  From my perspective, these processes are coming under intense pressure due to increasing competition, convergence, greater complexity, and an increased reluctance on the part of regulatory entities to make specific technological choices, at least in some instances.

To illustrate the challenges that are facing us, I would like to talk about two national developments with which I have had some personal involvement.  The first is the transition from analog to digital television (DTV) and the second is the development and deployment of wireless E911 services.

I first became involved in digital over-the-air television about fifteen years ago when I chaired one of the Working Groups associated with the Commission’s Advisory Committee on Advanced Television Services (ACATS).  In the intervening years, the importance of the DTV transition has become even more apparent.  As a competitive matter, it is important to the over-the-air broadcast industry to make the transition from an analog to a digital network just as the balance of the telecommunications industry has done or is in the late stages of doing.  From a public policy standpoint, it is perhaps even more important because, as a society, we can no longer afford to have broadcasters use six Megahertz of precious radio spectrum – actually more – to transmit a single standard definition television signal.

When I returned to the Commission in 1997, the transition to DTV was going very slowly.  There were – and still are – many reasons for the slow pace.  For example, there may be strong public benefits from the transition in terms of the amount of valuable radio spectrum returned to the government and put to other, higher-value uses as I suggested a moment ago.  But to an individual broadcaster or television network, the transition may not produce enough additional advertising revenues to provide a strong enough incentive to make the needed investment in new studio and transmitting equipment.  

Another difficulty that has slowed down the pace of the transition relates to interconnection or, perhaps more accurately, compatibility issues.  Interconnection issues – both between and among different networks and between networks and rapidly increasing types of end user devices and equipment – are becoming more complex.  Not only are more networks and more entities involved in interconnection or compatibility issues, but they increasingly extend to all levels of the protocol stack.

Moreover, interconnection increasingly involves negotiations between competitors who may not have the same incentives or desired time frames for resolving disputes.  With different parties controlling different parts of an end-to-end system, there can be a strong incentive to shift costs to someone else in order to lower your own costs. Or there may be incentives to control the intelligence in the network in such a way that others are reduced to supplying low value, commodity-like services or boxes.  Similarly, some providers may attempt to close their portion of the network by using patents, copyrights, and trade secrets to prevent others from interconnecting with it.  Also, parties may "game the process" in an attempt to gain a performance advantages at the expense of other service or equipment suppliers.  The net result of negotiations made under these conditions may be a network architecture that suffers in terms of added costs or decreased performance for society as a whole.  In engineering terms, it can lead to a classic case of sub-optimization.

I should emphasize that the DTV network architecture I just referred to is not simply the architecture of any individual network – say a Direct Broadcast Satellite (DBS) network or a cable television network for delivering entertainment video – but rather the inter-related, “network of networks” that comprise the entire system for delivering such programming.

What I am really saying is that there is no “master architect” that can move us closer to the optimum system.  Note that this example points to a well recognized social phenomenon which “centers around the problem that individuals in groups face with the choice of doing what is best for themselves or what is best for the group.”
  The “Prisoner’s Dilemma” is a familiar example of the phenomenon.  I will return to this issue of choosing architectures after I talk briefly about wireless E911.

I first got involved in wireless E911 issues during my last tour at the FCC.  My office – OET – was involved in some of the narrow technical aspects of the topic, but in the latter part of 2001, after I had left the Commission, they retained me to lead an inquiry into the technical and operational issues affecting the deployment of Wireless Enhanced 911 Services in the United States.  I initiated the inquiry in April, 2002 and submitted my report in mid-October.  

In most areas of the country, when you place an emergency call on the wireline network by dialing 911, the call is automatically delivered to a Public Safety Answering Point or PSAP.  With Enhanced 911, the telephone number – the calling or callback number – and location information is also conveyed to the appropriate PSAP operator.  The latter step requires that an query be made to a data base that relates telephone numbers to street addresses.  The wireline E911 service has proven to be an extremely important part of the Nation’s emergency response situation and is credited with saving many lives.

The regulatory interest in extending E911 services to wireless mobile subscribers began in 1993 and, in 1999, the federal Wireless Communications and Public Safety Act was enacted into law.  Among other things, the Act established, as a matter of national policy, the need to extend E911 capabilities to cellular customers.  Extending E911 service to wireless subscribers has, among other things, required the development of appropriate location technologies and the modification of the existing E911 infrastructure to transport and process the geographic coordinates of the caller.  The continued rapid growth in the number of wireless subscribers, the increasing fraction of all 911 calls placed from cellular phones, and the trend for some consumers to substitute a wireless phone for their traditional landline phone, has served to add further impetus to the Congressional finding.  In retaining me to conduct the study, the Commission was concerned about technical and operational problems that might be slowing the deployment of wireless E911.

I won’t take the time to present all of the findings and recommendations contained in my report.  I do, however, want to point to one finding that relates directly to the topic of this presentation which is centered on the challenges of overall network design in an increasingly complex, deregulated, competitive telecommunications market.

In order to architect, design and deploy wireless E911 in the United States, cooperation is required not only of some 6,000 PSAPs but thousands of commercial stakeholders as well.  These commercial stakeholder groups include, among others, (1) the Commercial Mobile Radio Service (CMRS) providers who are subject to Commission’s rules on wireless E911, (2) hundreds if not thousands of local exchange carriers, including both the Incumbent Local Exchange Carriers and the emerging Competitive Local Exchange Carriers, (3) a host of equipment suppliers, including not only the traditional suppliers of network infrastructure equipment to the wireline and wireless industry but also the developers and suppliers of wireless position location hardware and software and the Customer Premises Equipment utilized by PSAPs in the handling of E911 calls, (4) a large group of handset manufacturers, (5) a number of entities that offer wireless E911 services on a third party basis, and (5) a raft of systems integrators, consultants, and advisors that are employed in various capacities throughout the industry to support the rollout of wireless E911.

Within this complex environment, critical network architecture choices are being made that will have a profound and lasting impact on the public’s interest in a robust and seamless E911 system.  These choices will also have a major impact on the extent to which competition develops in the provision of E911 services and, hence, on the speed of innovation in emergency communications systems.  The choice of network elements – both hardware and software – and the associated degree of modularity influences performance and the extent to which competition can develop.  Similarly, network designs based upon open architecture principles and standardized rather than proprietary interfaces between network elements can facilitate competition but can also raise issues of diminished economic incentives, security and privacy.  Choices as to who owns or controls the necessary intelligence (e.g., the processor-based logic used to provide E911 services) and the associated data bases (e.g., the automatic location information data base I alluded to earlier) and where that intelligence and information resides influence network performance, including network reliability and availability, in fundamental ways.  Resolution of these questions of ownership and control will also influence the eventual development of competitive commercial location based services and telematic systems more generally.

This complex environment is in contrast to the early development of wireline 911 which occurred prior to the divestiture of the Bell Operating Companies from AT&T in 1984.  During this earlier period, the necessary system engineering functions – the architectural choices if you will – were largely carried out within the Bell System in response to public safety requirements.  Since only the local telephone companies and their public safety customers were involved and since provision of local telephone service was regarded as a monopoly service and regulated as such, the necessary systems engineering could be carried out within the Bell System under traditional regulatory oversight.  Indeed, the Bell System – through Western Electric – even supplied most of the necessary equipment further easing the coordination required.

As I pointed out a few moments ago, however, the situation today is much more complex.  As in the case of DTV, not only are there more stakeholders involved, their interrelationships are much more complex and the stakeholders themselves have different incentives and varying degrees of ability to influence critical engineering choices.  Once again, stakeholders are put in the position of choosing between what is best for them or what is best for the system (and the public) as a whole.

During my meetings with stakeholders and stakeholder groups while I was collecting information for my report, it was pointed out to me – often with a high degree of frustration – that there is no longer a single organization charged with the overall system engineering function.  That is, to use the term I coined earlier, there is no “master architect.”  Various entities – such as standards-making bodies -- have important responsibility for parts of the system.  I don’t mean to imply otherwise. 

However, there is no entity charged with examining how the parts fit together and how they might be redesigned or reconfigured to improve end-to-end performance or reduce the overall costs of meeting the requirements spelled out in the Commission’s rules.  Likewise, there is no single entity charged with carrying out the system engineering studies necessary to develop the means to accommodate changing technology and changing requirements at minimal overall cost.

Before I close by suggesting some possible solutions to this issue, let me briefly summarize my arguments so far.  

First, I have argued – as Larry Lessig and others have argued more eloquently than I – that “architecture matters.”  The architecture of public networks is a matter of public concern.  Architecture is policy.  I used the architecture of the Internet and its success to bolster  my argument.

Second, I have argued that the task of choosing network architectures is becoming increasingly difficult because of increasing competition, convergence, and greater complexity (e.g., in terms of the number of stakeholder groups involved).  I have argued that the complexity can lead to classic forms of sub-optimization when stakeholders are put in the position of choosing between doing what is best for them or what is best for the system as a whole.  I used the rollout of digital television and wireless E911 services as examples of where this complexity has led to – or at least contributed strongly to – the delay in the deployment of services that are important to our economic and social wellbeing.

Third, and this is the subject of the balance of my remarks, I have suggested that there may be a need for “master architects” or at least better processes that can respond to this increased complexity.  The idea is that they would, in each instance, move us closer to “optimum” solutions – architectures – while facilitating a more rapid rollout of services that are important not only to our economic wellbeing, but also to the safety of life and property and to homeland security.

As a threshold matter – and this shows some of my own policy biases – I think that any new processes should be centered in the private sector.  After all, it is ultimately the private sector that will have to invest the capital and take the risks of any changes in architecture.  However, as I pointed out in my two examples, individual stakeholders may lack the necessary incentives to take actions that benefit the network as a whole.  Indeed, I have argued that they may have an incentive to shift costs to others or, if they have a degree of market power in one segment of the network, to adopt interconnection or other restrictions which improve their own competitive prospects at the expense of the network as a whole.  Because of these and other factors, purely voluntary negotiations between stakeholder groups – often competitors – may not occur and even if they do occur they may not move us toward an optimal architecture.

The fundamental questions, then, become whether, when and how the government gets involved in choosing architectures.  Clearly, the government needs to get involved when some clearly understood public policy goal is being thwarted or unreasonably delayed by the private sectors failure to reach purely voluntary agreements because of the perverse incentives – or lack of incentives – that I described a moment ago.  Because of the valuable radio spectrum involved in the transition to DTV and the impact of that transition on ordinary consumers and because of the critical role that E911 systems play in our Nation’s emergency response system, I am convinced that both of them fall into that category.  But my focus here is not on those two specific examples; rather it is on the more general issue of how the process of choosing architectures might be improved. 

I can identify several alternatives for answering the “how” part of the question.  Broadly speaking, these alternatives can be divided into two categories.  For convenience, I will refer to the first category as informal and the second as formal.  In the first approach, the government facilitates voluntary agreements among the stakeholder groups through informal means including “jawboning.”  In the second approach, the government embarks upon a formal rulemaking process, perhaps supported by a public advisory committee established under the Federal Advisory Committee Act.  In this formal approach, the necessary solutions – changes in architecture – would be legally mandated and then enforced in the normal way.

While the public interest and consumer welfare clearly favor the formal rulemaking approach in some situations, there are also a host of problems associated with it.  First of all, by its very nature, the formal rulemaking process is time consuming and often resource intensive.  Second, and on a related point, the inherent delays in the formal rulemaking process (which often encounter additional delays because of judicial appeals) make it difficult to change standards, for example, with a time frame that is compatible with today’s product cycles.  Third, because of budgetary and other constraints, it is often difficult for the regulatory agency to recruit and retain the necessary qualified personnel to make detailed technical decisions.  Fourth, in certain situations at least, mandatory performance standards, for example, may prevent consumers from making desirable tradeoffs between cost and performance on a smaller scale and producers may regard them as a ceiling – “all that the government requires” – rather than a competitive floor.  

For these and other reasons, the alternative, informal or voluntary, approach would appear have a significant amount of appeal.  Government facilitation of voluntary agreements can range from doing little more than suggesting that the stakeholders meet and negotiate to heavy government involvement in the meetings and intense jawboning.  Despite its many advantages, the informal, voluntary approach has problems as well.  First, it does not fundamentally change the underlying incentives of the stakeholders while the threat of an enforcement action under the formal approach does.  Second, to be really effective, jawboning – getting stakeholders to take action that they would not otherwise like to take – assumes that the regulator has some authority over them.  Without it, the stakeholder can simply ignore the informal entreaties of the regulator.  For instance, the FCC does not have legal jurisdiction over some of the important stakeholders in both the DTV and wireless E911 examples that I gave earlier.  Fourth, the formal rulemaking process imposes certain procedural obligations on the agency – in terms of openness and transparency – that may not present with informal jawboning.  Hence, ordinary consumers or small firms, for example, may effectively be closed out of such negotiations with little or no recourse to normal procedural safeguards.

In actuality, of course, in both the DTV transition and the wireless E911 examples, the FCC has used combinations of formal and informal methods for influencing the respective technical choices and facilitating the rollout of the systems.  However, when viewed from a broader “network of networks” perspective, they have been somewhat piecemeal.  In the case of E911, I concluded in my report that the lack of a “master architect” – an entity charged with the responsibility for the overall system engineering function -- will create an obstacle to the efficient, timely and cost-effective deployment of wireless E911 in the medium to long term. I also concluded that it will hamper the Nation’s ability to extend E911 access to a rapidly growing number of non-traditional devices, systems and networks. 
Because of the lack of an entity charged with the responsibility of the overall system engineering function and obstacles that this lack may present to achieving the vision setout by Congress, I recommended that the Commission establish – or cause to have established – such an entity. One possibility I suggested would be for the Commission to establish an advisory organization under the Federal Advisory Committee Act.  Clearly the advisory committee would not have the power to dictate changes in network architecture and design. However, it could create a technical framework for the necessary changes, including changes to the network elements, interfaces and data required to take advantage of improving technologies and changing requirements.  I also suggested that, if resources were available, it might be desirable to provide the advisory committee with added analytical capabilities through an arrangement with an independent (of the stakeholders) non-profit entity such as Mitre or RAND. 

However, the point that I want to leave you with here today is not what we as a Nation should be doing about the further development of E911 – important as that issue is.  Rather, I simply hope that I have (1) further sensitized you to the importance of network architectures in a broad public policy sense and (2) succeeded in getting you thinking about how critical network architectures should be chosen in an increasingly complex, deregulated, convergent, and competitive telecommunications market.

Thank you very much for your attention.

� Felkins, Leon, “Introduction to Public Choice Theory,” available at � HYPERLINK "http://www.magnolia.net/~Leonf/sd/pub-choice.html" ��http://www.magnolia.net/~Leonf/sd/pub-choice.html�.  (Last visited 3/21/03.)
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